
Chapter 1

In tro duction

Thesenotesdescribe a graduate courseon numerical methods for optimiza-
tion which I've given in the Department of Computer Scienceat the Uni-
versity of British Columbia. They are not intended to becomea real text,
becauseI have followed mostly the book by J. Nocedal and S. Wright [1],
occasionallymixing their order of things. This book is very good and covers
much more than thesenotes.

1.1 Whic h problems are considered and whic h
are not

The term optimization covers a vast array of problems, applications and
solution techniques. We are not vain enoughto try to cover them all, at the
level of a graduatecourse,in onequick semester.

It is possibleto classify problemsof optimization in di�erent ways. Let
us do this while indicating what we shall concentrate upon.

� Continuous vs discrete optimization

Often problems basedon discrete mathematics form a di�erent class
from problemsbasedon continuous mathematics. Optimization prob-
lemsare no exception. We concentrate on contin uous optimization .

(This may include piecewisecontinuous problems as well.) Discrete
optimization is an exciting area,often involving very di�cult problems
indeed. We leave it for another course,although occasionallywe do
touch upon integer programming problems.

� Global vs local optimization

A function may have many local optimum points. Let us say, to be
clear, that our goal is to minimize an objective function. Local minima
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2 Chapter 1: Introduction

are arguments where the function value is smaller than anywhere else
in a su�cien tly small neighborhood. (A simpleexampleis the function
f (x) = sinx, which haslocal minima at the points x � = (2j + 1)� ; j =
0; � 1; � 2; : : :.) Occasionally, though, a global optimum 1 is required,i.e.
an argument wherethe valueof the objecive function is not larger than
anywhereelse.

The problem of global optimization is important but can be very hard
indeed. We feel that tools for local optimization are necessaryin or-
der to understandand attack global optimization e�ectively. Here we
usually concentrate on local optimization .

� Stochastic vs deterministic optimization

There are many important problemsin stochasticoptimization. I know
little about them. It is alsoimportant to concentrate on deterministic
optimization . This is what we do here.

� Unconstrained and constrained optimization

We will concentrate here both on problems with constraints and on
problemswithout constraints. Unconstrainedoptimization tools are
essential for attacking constrained optimization, hencewe study the
unconstrainedcase�rst.

In general,we will considera problem of the form

min
x 2 


f (x) (1.1)


 = f x 2 IRn jci (x) = 0; i 2 E; ci (x) � 0; i 2 I g:

The function f to be minimized is called the objective function . The set E
is a set of the indicescorresponding to equality constraints, whereasthe set
I is a set of the indicescorresponding to inequality constraints.

1Throughout we arbitrarily concentrate on �nding minimum rather than maximum
points. If a given problem is naturally formulated as �nding a maximum of a function
 (x), say, then de�ne � (x) = �  (x) and considerminimizing � .



Chapter 2

Unconstrained optimization:
The basics

2.1 Necessary and su�cien t conditions for a
local minim um

We start by consideringthe more general,constrainedoptimization setting.
Let f 2 C1(S), where S is a convex set in IRn . The vector p is a feasible
direction at x 2 S if there is a scalar �� such that x + � p 2 S; 8 0 � � � �� .
By Taylor's Theoremwe can write

f (x + � p) = f (x) + � r f (x)T p + O(� 2kpk2):

Thus, we seethat

� A necessary condition for f to have a local minimumat x � 2
S is that

r f (x � )T p � 0 (2.1)

for every feasible direction p.

For the caseof unconstrained minimization, every direction is feasible,
so for every p we must consider also � p. Therefore the above necessary
condition (2.1) holds only if

r f (x � ) = 0: (2.2)

A point x where (2.2) holds is called a critical point, or stationary point.
The condition (2.2) is referredto as the �rst order necessaryconditions.
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4 Chapter 2: The basics

Example 2.1
Let n = 2, x = (x1; x2)T , and consider

min f (x1; x2) = x2
1 � x1 + x2 + x1x2

s:t: x1 � 0; x2 � 0:

This is an exampleof constrainedoptimization with the feasibility region 

being the nonnegative quadrant of the plane, seeFigure 2.1.

0 x1

x2

Figure 2.1: Feasibility region for Example 2.1.

Then

r f (x) =

0

@
2x1 � 1 + x2

1 + x1

1

A :

At x̂ =

0

@
1=2

0

1

A , r f (x̂) =

0

@
0

3=2

1

A 6= 0. However, the only feasibledirections

p = (p1; p2)T at x̂ point upwards: p2 � 0. So, for any feasibledirection at
this point,

r f (x̂)T p =
3
2

p2 � 0:

Hence,the �rst order necessarycondition (2.2) holds.
The point x̂ turns out to be a global minimum, seeFigure 2.2.

�

Example 2.2
Considerthe unconstrainedminimization problem in two variables

min f (x1; x2) = x3
1 � x2

1x2 + 2x2
2
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Figure 2.2: The function of Example 2.1 hasa global minimum at (1=2; 0).

Here

r f (x) =

0

@
3x2

1 � 2x1x2

� x2
1 + 4x2

1

A :

Setting r f (x) = 0, we get two nonlinear equationsin two unknowns. There
turn out to be two solutions,

xa =

0

@
0

0

1

A ; xb =

0

@
6

9

1

A :

But we don't know at this point if thesecritical points are minima, or max-
ima, or neither.

�

To �gure out the nature of a given critical point we turn to the next term
in Taylor's series.Assumingf 2 C2(S) we can write

f (x + � p) = f (x) + � r f (x)T p +
� 2

2
pT H (x)p + O(� 3kpk3):
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Here and elsewherewe usethe notation

H (x) � r 2f (x):

As above, � can be taken arbitrarily small, so we have:

� A necessary condition for f to have a local minimumat x � 2
S is that for every feasible direction p,

r f (x � )T p � 0; and

if r f (x � )T p = 0 then pT H (x)p � 0:

For unconstrainedoptimization the situation again simpli�es and we ob-
tain:

� Second order necessary conditions for a minimumare

1. r f (x � ) = 0,

2. H (x � ) is positive semi-definite .

� Second order sufficient conditions for a minimumare

1. r f (x � ) = 0,

2. H (x � ) is positive definite .

Example 2.3
Considerthe unconstrainedminimization problem in onevariable

min f (x) = 10cosh(x=4) � x:

Here
r f (x) = f 0(x) =

10
4

sinh(x=4) � 1:

Solving r f (x) = 0, e.g. using Ma tlab 's function fzero , we obtain

x � = 1:5601412791: : :

Next we check the secondderivative,

r 2f (x) = f 00(x) =
10
16

cosh(x=4):

Clearly, f 00> 0 on the real line; therefore, in particular, f 00(x � ) > 0. So, in
x � we indeed have a minimum. Since there is only one critical point, this
minimum is unique (i.e., it is global); seeFigure 2.3.

�
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Figure 2.3: The function of Example 2.3 has a global minimum at x � =
1:56:::.

Example 2.4
Let us continue with Example 2.2. Here the Hessianis

H (x) = r 2f (x) =

0

@
6x1 � 2x2 � 2x1

� 2x1 4

1

A :

At x = xa,

r 2f (xa) =

0

@
0 0

0 4

1

A :

This matrix is positive semi-de�nite. The secondorder necessarycondition
holds, but the su�cien t condition doesnot. So,we are still in doubt.

At x = xb,

r 2f (xb) =

0

@
18 � 12

� 12 4

1

A :
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This matrix is not even positive semi-de�nite: e.g.,

�
1 1

�
0

@
18 � 12

� 12 4

1

A

0

@
1

1

1

A = � 2 < 0:

So,we know that xb is not a minimum point.
It is interesting to note that the functions of onevariable g(x2) = f (6; x2)

and h(x1) = f (x1; 9) attain their minima at x2 = 9 and x1 = 6, respectively
[check!]. Still, xb is not a minimum of f .

For xa, wherewe do not have conclusive evidenceone way or the other,
we can check speci�cally: Note that for x2 = 0, x1 = � � < 0, we get
f (x) = � � 3 < 0 = f (0), for arbitrarily small � > 0. Hence,xa cannot be
a minimum point. There are, in fact, no local minima for this function; see
Figure 2.4.

Figure 2.4: The function of Examples2.2 and 2.4 hasno local minima.

�

Example 2.4 (and 2.2) is a bit pathological, although it is alarming how
easilypathologicalexampleslike this cancrop up. Still, if we let applications
guide our motivation to optimize, then often we would know from context
that a critical point should be a minimum. However, convexity is typically
much lessobvious in practice.
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Below we describe an examplethat arisesfrom application. It is consid-
erably larger than the toy examplesconsideredthus far.

Example 2.5
Consider the following typical inverse problem. We want to recover a 3-
dimensional function (called \mo del") � (x; y; z) in a domain D (see Fig-
ure 2.5) basedon measurements of a \�eld" u(x; y; z) at certain points. For

s=0

s>0

(air)

(ground)

(air-earth interface)G 

W1

2W

Figure 2.5: A domain D for an inverseproblem.

instance, in medical tomography one placeselectrodes on a patient's head
and measuresthe electric �eld for somesource,which is a�ected by the con-
ductivit y of the material in the brain, which in turn dependson wherethere
is a bone, or where there is a tumor, etc. The conductivity is then to be
recovered basedon measurements of the electric �eld. Similar tasks arise in
geophysicsmining exploration, hydrology and elsewhere.

For a given model, the �eld is typically given via someGreen'sfunction,

u = Gq;

where G depends on the model and q are the sources. This must then be
discretizedfor a practical computation. An important question arisesas to
the choiceof spacein which to seeka model approximation. Let us usehere
a simple discretization of the domain into cubic cells (seeFigure 2.6), and
assumethat � is constant in each cell,

� (x; y; z) = � i;j;k ; (i � 1=2)h < x < (i + 1=2)h; (j � 1=2)h < y < (j + 1=2)h;

(k � 1=2)h < z < (k + 1=2)h; 1 � i; j; k � N:
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h

h

2W

W1

Figure 2.6: The domain D discretized.

This is by no meansthe only choice imaginable.
Discretizing u on the samegrid we get an algebraicrelationship for each

grid value of u. Next, we order the grid valuesof u, � and q (say, lexico-
graphically) into vectorsu, � and q, and obtain an algebraicrelationship

u = G(� )q

whereG is a matrix, which we'll assumeto be squareand nonsingular,dis-
cretizing the Green's function G, with its dependenceon the model � em-
phasized.Typically, in such an application G is largeand dense(not sparse).
(On the other hand, G� 1 is often sparse.)

Finally, let the measureddata beorderedinto a vector b aswell, and let Q
be a rectangular matrix which mapsthe grid locationson which u is de�ned
to the locations wherethe data is measured,taking into account the way in
which the vector u is organized.In short, Qu is what the model predicts the
data should be. Typically, Q has many more columns than rows, because
the data are measuredon somediscreteset of points of a 2D surface.

The data �tting problem is typically to minimize the l2 (least squares)
norm of the vector of di�erences between the predicted and the observed
data:

min
�

kQG(� )q � bk:

In fact, it is customary to alsoget rid of the squareroot in the l2-norm and
considerthe problem with the sameoptimal points � � ,

min
�

f (� ) =
1
2

kQG(� )q � bk2:
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We now consider the gradient and Hessianof this objective function.
Denote the sensitivity matrix

J =
@(QGq)

@�
:

This matrix describes the changein each predicted �eld value as a function
of a small changein each model component. Then

r f (� ) = J T (QGq � b):

We equate the above expressionfor r f to 0 in order to obtain critical
points. However, in the setup described here there are often more model
parametersthan data, so satisfying QG(� )q = b is possiblein a nonunique
way. Typically there are no isolated (locally unique) critical points in this
case.Moreover, in the presenceof noise(of which there is usually a nontrivial
amount) it makes no senseto precisely �t the observations anyway: this
amount to �tting the noise,not only the \true" data.

Thus, we return to re-de�ning the optimization problem, taking into ac-
count somea-priori information. Typically, this consistsof a regularization
process,taking into account the fact that the true � is �nite in magnitude
and (at least piecewise)smooth.

Assuming(for now) that the true model hasno jump discontinuities any-
where, it is then reasonableto add to the objective function a penalty term.
This is a discretization on the given grid of

1
2

�
Z

D
� 0� 2 + jr � j2;

where � is the regularization parameter, to be determined depending on
the amount of noise,and � 0 is another parameter that we'll chooseas 0 for
simplicity.

The minimization problem now reads

min
�

f (� ) =
1
2

kQG(� )q � bk2 +
�
2

kW� k2

where W is a large, sparsematrix corresponding to the discretization of
r � (x; y; z). This is still a nonlinear least squaresproblem. The gradient is
now

r f (� ) = J T (QG(� )q � b) + � W T W� :

In W T W we have a discretization over the given grid of a Laplaceequation
plus natural boundary conditions. We modify W slightly to ensure that
W T W is nonsingular.
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Equating r f to 0 for a �xed � > 0 now yields isolated critical points.
In general, there may be more than one critical point, i.e. more than one
\
attest model that �ts the data". Note that the function f is not convex,
in general.

For the secondderivativeswe have

r 2f (� ) = J T J + � W T W +
@J T

@�
(QG(� )q � b):

The rightmost term involves a third-order tensor. But if the �t is good (�
is typically a small number) then this term is small. To simplify, let us
concentrate on the �rst two terms,

J T J + � W T W:

This is a positive de�nite matrix for any � > 0. It can be shown that
adding the third, small but complicatedterm, leavesr 2f positive de�nite at
a critical point.

Thus, critical points are isolated minima for the regularizedproblem.
�

2.2 Algorithm prop erties

A typical optimization algorithm generatesa sequenceof iterates

(x0); x1; x2; : : : ; xk ; : : :

such that (hopefully) xk approaches a local minimum x � of f . Here are
desirableproperties of such an algorithm.

1. Global convergence (to a local minimum).

It is desirableto obtain a convergenceresult x k ! x � without requiring
that x0 be \su�cien tly close" to x � . The set of initial iterates x0

from which convergenceis achieved by the algorithm may be large, for
exampleit may be the largest convex set containing x � whereat each
point H (x) is positive semi-de�nite.

2. Fast local convergence

The rate of convergence, or order of convergence near x � should be
su�cien tly fast.

The convergencerate of a given typical algorithm is
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� linear if there is a constant � < 1 such that for all k su�cien tly
large,

kxk+1 � x � k � � kxk � x � k;

� superlinear if there is a sequencef � kg, � k ! 0 such that

kxk+1 � x � k � � kkxk � x � k;

� quadratic if there is a constant M such that

kxk+1 � x � k � M kxk � x � k2:

We are not really interestedin convergencerates faster than quadratic:
With the quadratic rate the number of signi�cant digits in the solution
essentially doubleswith each iteration, and a faster rate (obtained at
a higher cost) is rarely observed in practice due to roundo� errors.

3. Stabilit y

There should be no intolerable magni�cation of roundo� errors by the
algorithm. (SeeChapter 1 of any decent �rst coursetext in numerical
analysis.)

Stopping the iteration

The iteration processis stoppedsuccessfully, returning x k asthe result, when
a combination of the following is achieved:

kxk � xk� 1k � (1 + kxkk)TOL;

kr f (xk)k � F TOL(1 + kr f (x0)k):

Here TOL and F TOL are user-provided error tolerances. Which combina-
tion is useddependson the circumstances.Sometimes(e.g. in data �tting
applications) we may also require kf (x k)k to be small enough.

The above �rst stopping criterion presupposesthat the variablesin x are
reasonablyscaled.Otherwisea component-wise convergencecontrol may be
needed.

Classi�cation for unconstrained minimization

Methods can be classi�ed into three categories:

1. Using only functional evaluations (direct methods).



14 Chapter 2: The basics

2. Using gradient evaluations as well.

3. Using Hessianevaluations aswell asgradient and function evaluations.

Recall that our typical iteration reads

xk+1 = xk + � kpk :

Direct methodsaresimplebut they areoften suitableonly for small problems
with rough accuracy requirements (i.e. relatively large tolerances). The
Simplex method of Nelder and Mead (1965) is an instance. This method is
described, for instance,in the legendarybook \Numerical Recipes". Seealso
the Ma tlab function fminsearch .

We concentrate on methods of the other two classes,i.e., we assumethat
at least the gradient of f is available at a reasonableprice. Then, usually,

pk = � B � 1
k r f (xk) (2.3)

whereBk is a matrix which may involve information from previously gener-
ated iterates.

Finally, we note that in general there is a distinction and a practical
di�erence betweenassumingthat a certain derivativeof f existsandassuming
that this derivative can be readily evaluated with su�cien t e�ciency for use
in an iterativ e algorithm.

2.3 Background review

Let y ; z 2 IRn . The inner product is

< y; z > := y T z =
nX

i =1

yi zi :

Let B 2 IRn� n be symmetric, i.e., B T = B. Then we may considerthe
quadratic form

yT By; for any y 2 IRn :

We say that B is positive de�nite if

yT By > 0; 8 y 2 IRn ; y 6= 0;

and positive semi-de�nite if

yT By � 0; 8 y 2 IRn :
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The l2-norm of a vector y 2 IRn is

kyk2 � kyk =

vu
u
t

nX

i =1

y2
i = (yT y)1=2 = < y; y > 1=2 :

Associated with a vector norm is the matrix norm (de�ned for a rectangular
matrix)

kAk = max
x 6= 0

kAxk
kxk

= max
kx k=1

kAxk:

Let f : IRn ! IR be twicecontinuously di�erentiable, f 2 C2(IR). The
gradient is the vector in IRn ,

r f (x) =

0

B
B
B
B
B
B
@

@f
@x1

@f
@x2
...

@f
@xn

1

C
C
C
C
C
C
A

:

The Hessianmatrix is

H (x) = r 2f (x) =

0

B
B
B
B
B
B
@

@2 f
@x2

1

@2 f
@x1@x2

� � � @2 f
@x1@xn

@2 f
@x2@x1

@2 f
@x2

2
� � � @2 f

@x2@xn

...
...

. . .
...

@2 f
@xn @x1

@2 f
@xn @x2

� � � @2 f
@x2

n

1

C
C
C
C
C
C
A

:

The Hessianmatrix is symmetric if f is twice continuously di�erentiable.
Let r : IRn ! IRm be continuously di�erentiable, r 2 C1(IRm ). The

m � n Jacobian matrix is

J (x) =

0

B
B
B
B
B
B
@

@r 1
@x1

@r 1
@x2

� � � @r 1
@xn

@r 2
@x1

@r 2
@x2

� � � @r 2
@xn

...
...

. . .
...

@r m
@x1

@r m
@x2

� � � @r m
@xn

1

C
C
C
C
C
C
A

:

The most important theorem in numerical analysisis certainly

Taylor's Theorem
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If f 2 C1(IRn ) then

f (x + p) = f (x) + r f (x + � p)T p; x; p 2 IRn (2.4a)

for some� 2 (0; 1).
If f 2 C2(IRn ) then

r f (x + p) = r f (x) +
Z 1

0
r 2f (x + tp)T p dt; (2.4b)

and

f (x + p) = f (x) + r f (x)T p +
1
2

pT r 2f (x + � p)p (2.4c)

for some� 2 (0; 1). Thus, for f 2 C2,

f (x + p) = f (x) + r f (x)T p + O(kpk2); (2.5a)

and with even more smoothness,

f (x + p) = f (x) + r f (x)T p +
1
2

pT H (x)p + O(kpk3): (2.5b)

Next, considerthe problem

min
x 2 


f (x):

A global minimum is a point x � such that

f (x � ) � f (x) 8 x 2 
 :

Such a point exists under liberal assumptionsfor a closedfeasibility set 
.
But it is hard to �nd, in general. Thus, for most of the coursewe will be
searching for a local minimum x � , i.e. a point which satis�es

f (x � ) � f (x) 8 x 2 
 \ N (x � );

whereN (x � ) is someopen neighborhood of x � .
A set S is said to be convexif for any x; y 2 S,

� x + (1 � � )y 2 S; 8 � 2 [0; 1]:

For our generaloptimization problem(1.1), if there is a local minimum in the
strict interior of 
 (which implies, in particular, that there are no equality
constraints), then it is possibleto arrangethe neighborhood N (x � ) so that
the set S = 
 \ N (x � ) is convex.
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The function f is convex if it is de�ned on a convex set S and for any
x; y 2 S,

f (� x + (1 � � )y ) � � f (x) + (1 � � )f (y ); 8 � 2 [0; 1]:

Pictorially, the graph of f lies below the straight line connecting(x; f (x))
and (y ; f (y)), as e.g. in Figure 2.3. It can then be shown that f has a
minimum in S which is global.

Let A be a real n � n matrix. Then � is an eigenvalueand u a corre-
sponding eigenvector if

Au = � u:

Therearen, generallycomplexeigenvalue-eigenvector pairs (� i ; u i ); i = 1; : : : ; n,
provided A is diagonalizable, which meansthat there is a similarity transfor-
mation T such that T � 1AT is a diagonal matrix with the eigenvalueson its
diagonal. The matrix T consistsof the eigenvectors u i as its columns, and
in particular theseeigenvectorsare linearly independent.

Two vectorsx; y 2 IRn are orthogonal if xT y = 0. A matrix Q is orthog-
onal if Q� 1 = QT . Thus, the columnsof Q are pairwiseorthogonal and have
norm one(becauseQT Q = I ). Further,

kQk = max
x 6= 0

kQxk=kxk = max
�

xT QT Qx
xT x

� 1=2

= 1 = kQ� 1k:

If A is symmetric then it is guaranteed that it is diagonalizableand the
eigenvaluesare real. They can then be ordered,

� 1 � � 2 � � � � � � n :

Moreover, the diagonalizingsimilarity transformation can be madeorthogo-
nal:

QT AQ = � = diagf � 1; : : : ; � ng:

In casethat A is symmetric, considera quadratic form y T Ay. We can
let x = QT y, so

yT Ay = xT QT AQx =
nX

i =1

� i x2
i :

Hence,

� A is positive semi-de�nite i� � n � 0,

� A is positive de�nite i� � n > 0.
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For a symmetric matrix,
kAk = max

i
j� i j:

The condition number of a general,nonsingularmatrix is

cond(A) = kAkkA � 1k:

For a symmetric matrix,

cond(A) =
maxi j� i j
mini j� i j

:

For a positive de�nite matrix, therefore,

cond(A) =
� 1

� n
:

For orthogonal matrices,cond(Q) = 1.
Let A 2 IRn� n be nonsingular,U;V 2 IRn� p for some1 � p � n, and

Â = A + UV T : (2.6a)

The Sherman-Morrison-Woodbury formula givesthe inverseof Â in terms of
the inverseof A,

Â � 1 = A � 1 � A � 1U(I + V T A � 1U)� 1V T A � 1: (2.6b)

Note that the formula requiresthe inversionof the p� p matrix I + V T A � 1U,
so it is useful only if p � n.


